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I.

Introduction
“It's difficult to make predictions, especially about the future.”
A Danish proverb, quote often attributed to Niels Bohr

Laser Powder Bed Fusion (LPBF) uses an extremely complex combination of physics, chemistry, materials
science, and process engineering to additively manufacture metal parts with compellingly useful
characteristics in an increasing number of industries. LPBF processes utilize physical and chemical
phenomena that are in strong disequilibrium, the equipment and materials used can be variable and
instable, process knowledge is often immature, and quality inspections of manufactured parts rely
primarily on lengthy and expensive destructive testing. As LPBF production volumes accelerate, these
characteristics intensify the importance of using in-process measurements and non-destructive testing
to generate information that will drive timely decisions on part and process quality.
Final AM part quality can be negatively impacted by several classes of anomalies caused by threedimensional defects. Those anomaly’s morphologies and their relationships with in-process data can be
very difficult to interpret. Advanced computer algorithms might be able to accurately predict where
anomalies are likely to have occurred in a part better than any single derived metric, and any successes
in this effort might prove very useful to the industry.
Sigma Labs is developing a process for:
•
•
•

semi-automatic labelling of anomalies in parts that have been assessed using non-destructive
testing technology such as Computed Tomography (CT),
training Machine Learning models using in-process data regressed on combinations of these
labels,
applying those models to accurately predict where new production parts exhibit similar signal
patterns and measuring that prediction accuracy.

In this paper, we discuss some acquired and developed knowledge from applying machine learning
models using PrintRite3D® IPQM® metrics as features that are trained to recognize four common
anomaly types, accurately predict each specific anomaly’s presence with IPQM P metrics, and discuss a
great deal of Future Work that will be required to make these techniques useful in volume production.

II.

Experimental Setup

We designed a build to exhibit four common types of anomalies. The build was performed on an EOS
M290 equipped with Sigma Labs PrintRite3D ® system. PraxAir Titanium Ti-6Al-4V alloy powder with a
particle size distribution of 23-50 microns was used. The build layout consisted of five separate regions.
At the far right a nominal control group was built (Figure 1a). Next was two parts each of embedded
keyhole and lack of fusion spherical voids ranging from 1.00mm – 0.050mm diameter spheres (Figure
1a). Fourth was a set of parts with induces gas porosity due to the introduction of anhydrous sodium
acetate at 3 discrete layer heights at an amount per layer of 1.0g, 0.5g and 0.25g (Figure 1a). The last
four parts were contaminated with tungsten powder with a particle distribution of 20-50 microns at the

same 3-layer heights with an amount per layer of 1.0g, 0.5g and 0.25g. All main body scans were
standard EOS parameters. Figure 1b shows the top down PrintRite3D ® visualization of one of the parts.

Figure 1a: experimental setup for the build including programmed anomalies

Figure 1b: part top down view
view

III.

CT Analysis

We chose Computed Tomography (CT) as the ground truth for generating training labels to be used in
supervised machine learning. After running the build, we examined the PrintRite3D ® in-process metrics
and chose one part for each anomaly type based on metric activity. We sent the physical specimens and
Standard Tessellation Language (STL) files giving the build specifications to the Jesse Garant Metrology
Center [1]. Jesse Garant returned the results as STL files showing the location and morphology of
detected anomalies registered to the same coordinates as the STL specifications.
i.

Lack of Fusion

When too little energy density is delivered to a part location the powder can fail to fuse and remain in
the product. [2] We programmed the M290 printer to use low energy parameters to produce spheres of
lack of fusion anomalies. Groups of 6 spheres were arranged in a hexagonal pattern and 10 regions with
decreasing sphere diameter were laid out at different heights in the build. The sphere diameters ranged
from 0.9 mm to 0.05 mm. Of the two lack of fusion parts, we chose the one at the top of the plate for CT
analysis because the in-process metrics show stronger signals at the programed anomalies. Jessie
Garant reported the anomalies for the lack of fusion part in two STL files. One part is for inclusions
which we did not include in our analysis. The second part is for porosities, which are more appropriate

for describing the lack of fusion anomalies. The array of dark objects corresponds to the programmed
lack of fusion spheres with decreasing size toward the top. Some stray anomalies appear at the bottom
of the part where it was detached from the supporting structure. Figure 2 shows tessellations of the CT
data for these patterned lack of fusion areas in the part selected for CT analysis.

Figure 2: STL CT data for lack of fusion anomalies

ii

Gas Porosity

There are several mechanisms that can cause microstructural porosity in additive manufacturing [3]. We
chose to emulate the trapped gas case by dosing with foreign particles with low boiling point and high
vapor pressure with the expectation that the evaporated particles would leave small pores in the
product. [4] We paused the M290 printer before powder spreading at layers 294, 419, and 545. We
opened the build chamber and deposited sizes of 1g, 0.5g and 0.25 g of anhydrous sodium acetate
CH3 COONa powder in the four parts in the second from left hand column of the build. Of the four gas
porosity parts , we chose the one at the top of the plate for CT analysis because the in-process metrics
show stronger signals at the programed anomalies. Jessie Garant reported the anomalies for this part in
an STL files. Figure 3 shows tessellations of the voids because of the contaminant particle injections from
CT data distributed in three layers of a gas porosity part.

Figure 3: STL CT data for gas porosity anomalies

iii.

Keyhole

When too much laser energy density is delivered to a part location, a void can remain in the product. [5]
We programmed the M290 printer to use high energy parameters to produce spheres of keyhole
anomalies. Groups of 6 spheres were arranged in a hexagonal pattern and 10 regions with decreasing
sphere diameter were laid out at different heights in the build. The sphere diameters ranged from 0.9
mm to 0.05 mm. Of the two keyhole parts, we chose the one at the bottom of the plate for CT analysis
because the in-process metrics show stronger signals at the programed anomalies. Jessie Garant
reported the anomalies for the keyhole part in two STL files. One part is for inclusions which we did not
include in our analysis. The second part is for porosities, which are more appropriate for describing the
keyhole anomalies. Figure 4 shows tessellations of the CT data for these patterned keyhole areas in the
part selected for CT analysis.

Figure 4: STL CT data for keyhole anomalies

iv.

Tungsten Inclusion

When foreign particles with high melting point contaminate a part, the particles can be fixed in the
product which can result in crack initiation sites degrading part performance. [6] We paused the M290
printer before powder spreading at layers 294, 419, and 545. We opened the build chamber and
sprinkled graduated amounts of Tungsten powder in the four parts in the left-hand column of the build.
Of the four tungsten inclusion parts, we chose the second one from the top of the plate for CT analysis
because the in-process metrics show stronger signals at the programed anomalies. Jessie Garant
reported the anomalies for this part in an STL file. Figure 5 shows tessellations of the CT data of the
distributed in three layers of a tungsten inclusion part.

Figure 5: STL CT data for tungsten inclusion anomalies

IV.

Registration of CT Results

The CT results were reported in the STL files illustrated in the previous section. The anomalies appear as
tessellations around the detected voids and inclusions. Since the coordinate system in these STL files is
the same as the coordinate system used in the STL files specifying the build, the process for registering
them is simple. The main differences are that the coordinates of the individual parts were slightly shifted
in their positions on the build plate, and they were built on top of 83 layers of support structure.
The PrintRite3D ® in-process metrics are recorded through on-axis photodetectors that closely reflect the
movements of the laser. Minor differences occur through distortions of the optical system and through
shrinkage and other mechanical strains introduced by cooling of the material and by separation of the
part from the build plate.
We extracted the ranges of the x, y, and z coordinates in the STL files, and matched them against the x,
y, and layer coordinates in the TED metrics. We used the average of the differences as offsets on the STL
coordinates.
The tessellations representing the anomalies span several layers, so we projected them onto individual
layers as polygons. We generated labels by filling layer grid cells with weighted sums calculated as the
lengths of the enclosing polygons, to emphasize the weight of larger voids. We also added in points on
the perimeters of the polygons that were omitted in the polygon representation. These combined
weights can be large positive integers, so we normalized them with the function:

, where x = label value
This resulted in label values that can be treated as probabilities in the range 0.0 to 1.0.

V.

PrintRite3D® ML Models

The features available for ML models are the in-process metrics from the build. We extended the 4
primary metrics TED, TED Sigma, TEP, and TEP Sigma that are collected on grid cells with internal metrics
that are used to calculate TEP Sigma, namely the counts and the tep_sums. Since there could be interlayer interactions, we extended these 6 features with the corresponding values on the previous layer.
During training of the models, we evaluated the inclusion of these features and other potential
candidates by checking feature importances reported by the models.
We explored supervised machine learning models available in the Python Scikit-learn [7] module. Since
the labels had been transformed into probabilities, we initially thought that we should use regression
models instead of classification models. But we found that the class weights feature in classification
models allowed us to tune them for better results. With so few features, the obvious model class would
be a decision tree, but to make it robust the model needs to be augmented by ensemble methods such
as forests, bagging, or boosting. The grid cells in the layer in parts of a build amount to tens of millions of
data points, so the ensemble methods are also appropriate because of their performance at scale.

We looked for ensemble methods that could be run in parallel on multiple processors. We found that
the new Histogram-based Gradient Boosting Classification Tree and the bagging of various types of
random trees gave fairly good performance in terms of accuracy and speed, but not as good as random
forest or extremely randomized trees. In the end, we found that random forest was more accurate than
extremely randomized trees on our data, so we chose the
sklearn.ensemble.RandomForestClassifier [8]. This model class uses the
sklearn.tree.DecisionTreeClassifier model class for its component estimators.
The most useful parameters for controlling the behavior of the DecisionTreeClassifier are
max_depth and n_estimators . As these are increased, accuracy generally improves, but training
takes longer.
The ensemble of trees selected are controlled by the random_state parameter, which then propagates
new random states to each component estimator. These component estimators are decision trees with
independent choices on subsets of the features to use when branching to fit a data set. The prediction
at each point is computed as the average of the predictions of the individual trees at that point. We
found that training with twice as many estimators as desired and then pruning the weaker trees
improved accuracy.
To ameliorate over-training, we used 10-fold cross validation on the data. This means that we partition
the data set randomly into 10 equal folds, and for each test fold we train on the other 9 folds and
evaluate on the selected test fold. There is a sklearn.model_selection.cross_validate
method, but it works only with label classes, not with continuous labels, so we implemented our own
version of cross validation. We also experimented with other parameters for regulating the growth of
trees.
We developed a pair of cost functions to measure residuals in the positive and negative directions. We
care more about missing an anomaly than about mis-flagging non-anomalous conditions, so we
weighted the negative residuals as 10 times more expensive than the positive residuals to focus on the
false negatives. The total cost is then the sum of the positive residuals and the weighted negative
residuals, and we chose this as our primary metric when choosing models and tuning them. Note that
these costs are unitless and do not reflect dollar cost.
Binary classification residuals are calculated as the differences between binary labels and binary
predictions, but since our labels are probabilities, we chose to use prediction probabilities and calculate
the residuals as floating-point differences. Binary residual values collapse to -1, 0, and 1, but probability
residuals cover the full range and can distinguish small and large differences.
The number of grid cells labelled anomalous is much smaller than the number of background cells
labelled normal, but least-squares fitting works best when the labels are balanced. We sub-sample the
normal data and over-sample the anomalies with replacement to bring the counts into approximate
balance and then calculate class weights to account for any remainder. For example, when there are 100
times more normals than anomalies, we might sub-sample 20% of the normals and over-sample the
anomalies 5 times, and then set the class weight for anomalies as 4 times more important than normals
to complete the balance.
We decided to diagnose how well model prediction images compared to training labels with a heatmap.
If the labels and predictions had been simple 0/1 categories, we could have used the Four-color
classification map shown in Figure 6a with green for True Positive, white for True Negative, red for False

Negative, and blue for False Positive. Since the labels take floating point values in the range of 0.0 to 1.0
and the predictions represent the probabilities of a grid cell being an anomaly, we used the 2D colormap
shown in Figure 6b, which blurs the colors between the categories.

Figure 6a: Four color classification

i.

Figure 6b: 2D Colormap

Lack of Fusion Model

We trained the first ML model with the part containing lack of fusion anomalies. Figure 7a shows the
lack of fusion anomalies in the CT visualization with colormap. Figure 7b shows the ML prediction
diagnostic visualization with the prediction image on the left and the 2D colormap on the right. The
black pixels represent cells where no metrics were collected.

Figure 7a: Lack of fusion anomalies in CT image

Figure 7b: IPQMP diagnostic visualization on lack of fusion part

We applied the 10-fold cross validation when calculating the negative mean squared error and
evaluated the mean value of the ten numbers. For the cost function, we normalized the cost values to
calibrate the cross-validation process. Following are the evaluation values for the LOF model:
test neg_mean_squared_error mean: -0.010 (+/- 0.0001)
test total_cost mean: 364079.345 (+/- 1535.2343)

ii.

Gas Porosity Model

The second model was trained on the part with gas porosity caused by anhydrous sodium acetate
powder. Figure 8a shows the gas porosity anomalies in the CT with colormap. And Figure 8b shows the
ML layer diagnostic visualization with 2D colormap.

Figure 8a: Gas porosity anomalies in CT image

Figure 8b: IPQMP diagnostic visualization on gas porosity part

The following are the 10-fold cross validation scores for the GP model:
test neg_mean_squared_error mean: -0.003 (+/- 0.0000)
test total_cost mean: 117800.665 (+/- 526.8486)

iii

Keyhole Model

We trained the third ML model with the part containing keyhole anomalies. Figure 9a. shows the
keyhole anomalies in the CT visualization with colormap. And Figure 9b. shows the ML prediction
diagnostic visualization with the prediction image on the left and the 2D colormap on the right .

Figure 9a: Keyhole anomalies in CT image

Figure 9b: IPQMP diagnostic visualization on keyhole part

The following are the 10-fold cross validation scores for the KH model:
test neg_mean_squared_error mean: -0.011 (+/- 0.0001)
test total_cost mean: 413533.676 (+/- 1545.1225)

iv

Tungsten Model

The last model was trained on the part with tungsten inclusion. Figure 10a shows the tungsten inclusion
anomalies in the CT with colormap. And Figure 10b shows the ML layer diagnostic visualization with 2D
colormap.

Figure 10a: tungsten anomalies in CT image

Figure 10b: IPQMP diagnostic visualization on tungsten part

The following are the 10-fold cross validation scores for the W model:
test neg_mean_squared_error mean: -0.023 (+/- 0.0001)
test total_cost mean: 526917.446 (+/- 2611.9907)

VI.

Adversarial Modeling

The models can be trained quite well to recognize their anomaly types and avoid flagging other anomaly
types. However, rejection of other anomaly types can be enhanced by explicitly training against them. [9]
This section shows how well this adversarial modeling performs.
i.

Lack of Fusion Model

Table 1 shows the layer cost values of LOF model testing the parts with 4 anomaly types. Figure 11a,
11b, 11c shows the test layer visualization with respect to keyhole, gas porosity and tungsten anomalies.
The low value on the same type and the high value on the other types imply that the model trained with
the lack of fusion data rejects the other anomalies and considers them false positives.
LOF model
lack of fusion
keyhole
gas porosity
tungsten

Total Cost
1186
2105
3604
24192

Positive Cost
68
108
141
24

Negative Cost
1118
1997
3463
24169

Table 1. LOF model layer costs

Figure 11a: LOF model
diagnostic on keyhole
anomalies

Figure 11b: LOF model
diagnostic on gas porosity
anomalies

Figure 11c: LOF model
diagnostic on tungsten
anomalies

Another way to evaluate the model is to visualize the predictions in the PrintRite3D ® user interface.
Figure 11d shows the LOF model prediction on a different lack of fusion part and the prediction
colormap. And Figures 11e, 11f, 11g show the model predictions on the parts with keyhole, gas porosity
and tungsten anomalies, respectively. In the lack of fusion case, the anomalies show up with high
probabilities, whereas the keyhole, gas porosity and tungsten anomalies have low probabilities of being
lack of fusion anomalies.

Figure 11d: LOF prediction on new lack of fusion anomalies and the prediction colormap

Figure 11e: LOF prediction
on keyhole anomalies

Figure 11f: LOF prediction
on gas porosity anomalies

Figure 11g: LOF prediction
on tungsten anomalies

Figure 11h shows the prediction on PrintRite3D ® visualization generated by the LOF model. From this 3D
tool, we can see that the LOF model is able to recognize the anomalies from another part with lack of
fusion anomalies and ignore most of the other anomaly types on the build plate.

lack of fusion training part

new lack of fusion part

Figure 11h: 3D prediction visualization by LOF model

ii.

Gas Porosity Model

Table 2 shows the layer cost values of GP model testing the parts with 4 anomaly types. Figure 12a, 12b,
12c shows the test layer visualization with respect to lack of fusion, keyhole, and tungsten anomalies.
The low value on the same type and the high value on the other types imply that the model trained with
the gas porosity data rejects the other anomalies and considers them false positives.
GP model
gas porosity
lack of fusion
keyhole
tungsten

Total Cost
1288
3694
2025
24343

Positive Cost
77
70
6
0

Table 2. GP model layer costs

Negative Cost
1211
3625
2019
24343

Figure 12a: GP model
diagnostic on lack of
fusion anomalies

Figure 12b: GP model
diagnostic on keyhole
anomalies

Figure 12c: GP model
diagnostic on tungsten
anomalies

Figure 12d shows the GP model prediction on a different gas porosity part and the prediction colormap.
And Figures 12e, 12f, 12g show the model predictions on the parts with lack of fusion, keyhole and
tungsten anomalies. Figure 9f gives the color map for these predictions. In the gas porosity case, the
anomalies show up with high probabilities. Whereas the lack of fusion, keyhole and tungsten anomalies
have low probabilities of being gas porosity anomalies.

Figure 12d: GP prediction on gas porosity anomalies and the prediction colormap

Figure 12e: GP prediction
on lack of fusion anomalies

Figure 12f: GP prediction
on keyhole anomalies

Figure 2 GP prediction on
tungsten anomalies

Figure 12h shows the prediction on PrintRite3D ® visualization generated by the GP model. The
anomalies appeared only in the part that was used for training. The anomalies did not show up in the
other parts of the same type, because the training part had been selected based on the strength of its
metrics.

gas porosity training part

Figure 3h: 3D prediction visualization by GP model

iii.

Keyhole Model

Table 3 shows the layer cost values of KH model testing the parts with 4 anomaly types. Figure 13a, 13b,
13c shows the test layer visualization with respect to lack of fusion, gas porosity, and tungsten
anomalies. The low value on the same type and the high value on the other types imply that the model
trained with the keyhole data rejects the other anomalies and considers them false positives.
KH model
keyhole
lack of fusion
gas porosity
tungsten

Total Cost
885
3677
3544
24346

Positive Cost
122
79
54
0

Negative Cost
762
3598
3491
24346

Table 3. KH model layer costs

Figure 13a: KH model
diagnostic on lack of
fusion anomalies

Figure 13b: KH model
diagnostic on gas
porosity anomalies

Figure 13c: KH model
diagnostic on tungsten
anomalies

Figure 13d shows the KH model prediction on a different keyhole part and the prediction colormap. And
Figures 13e, 13f, 13g show the model predictions on the parts with lack of fusion, gas porosity and
tungsten anomalies. In the keyhole case, the anomalies show up with high probabilities. Whereas the
lack of fusion, gas porosity and tungsten anomalies have low probabilities of being keyhole anomalies.

Figure 13d: KH prediction on keyhole anomalies and the prediction colormap

Figure 13e: KH
prediction on lack of
fusion anomalies

Figure 13f: KH
prediction on gas
porosity anomalies

Figure 4g: KH prediction
on tungsten anomalies

Figure 13h shows the prediction on PrintRite3D® visualization generated by the KH model. From this 3D
tool, we can see that the KH model is able to recognize only a few of the anomalies from another part
with keyhole anomalies and ignore other anomaly types on the build plate.

keyhole training part

Figure 5h: 3D prediction visualization by KH model

iv.

Tungsten Model

Table 4 shows the layer cost values of W model testing the parts with 4 anomaly types. Figure 14a, 14b,
14c shows the test layer visualization with respect to lack of fusion, gas porosity, and keyhole anomalies.
The low value on the same type and the high value on the other types imply that the model trained with
the tungsten data rejects the other anomalies and considers them false positives.
W model
tungsten
lack of fusion
gas porosity
keyhole

Total Cost
7294
3640
3551
2019

Positive Cost
725
3
54
1

Negative Cost
6569
3636
3498
2018

Table 4. W model layer costs

Figure 6a: W model
diagnostic on lack of
fusion anomalies

Figure 14b: W model
diagnostic on gas
porosity anomalies

Figure 14c: W model
diagnostic on keyhole
anomalies

Figure 14d shows the W model prediction on a different tungsten part and the prediction colormap.
And Figures 14e, 14f, 14g show the model predictions on the parts with lack of fusion, gas porosity
and keyhole anomalies. In the gas porosity case, the anomalies show up with high probabilities.
Whereas the lack of fusion, gas porosity and keyhole anomalies have low probabilities of being
tungsten anomalies.

Figure 14d: W prediction on tungsten anomalies and the prediction colormap

Figure 7e: W prediction
on lack of fusion
anomalies

Figure 9 W prediction on
gas porosity anomalies

Figure 8 W prediction on
keyhole anomalies

Figure 14h shows the prediction on PrintRite3D® visualization generated by the W model. The anomalies
appeared in the part that was used for training in the three layers where tungsten particles were
applied. The anomalies showed up in some of the other parts of the same type because the training part
had been selected based on the strength of its metrics. The anomalies also showed up in the support
structure of the trained tungsten part and a few other parts.
new tungsten part
tungsten training part

new tungsten part

support structure layers

Figure 10h: 3D prediction visualization by W model

VII.

Conclusion

We have demonstrated that ML models can be trained to recognize 4 different types of anomalies: lack
of fusion, gas porosity, keyhole, and tungsten inclusions. The models use PrintRite3D ® metrics including
TED, TED SIGMA, TEP and TEP SIGMA as features and the CT data as labels. The predictions show a
strong correlation with the CT labels. The models were trained both to agree with the labels for the
anomaly type and to reject anomalies of the other three types. This resulted in better discrimination in
the predictions of each anomaly type.
The current work focused on producing IPQMP metrics for each anomaly type. Prediction metrics like
these can make it possible in the future to close the loop on controlling the build process. When
production managers observe that anomalies are predicted, they can decide whether to interrupt the
build process.
In an ideal production environment, the ML models would access the production process and classify
the anomalous signals into the various types. Such an all-in-one model could be built on the techniques
developed for this paper, or for other ML techniques that have been proven to be better.
In any experiment the ultimate objective is to provide a rational basis for action. A problem or question
exists, and something is to be done or answered about it. This experiment was performed as an
enumerative study, where problems are generated and subsequent detection and modeling is
attempted, regardless of why those problems are large or small. However, the AM industry quest is to
solve the analytic problem, where something must be done to regulate and predict the results of the
causal system that made these anomalies in the past and will continue to produce them in the future.
Although we believe this experiment and our work are worthy first steps, there is considerable effort yet
to be expended on addressing the analytic problem. These results need to be corroborated on multiple
build types, to different materials, to different machine models, to different designs, to different CT
suppliers, etc. to better generalize our findings.

VIII.

Acknowledgements

Darren Beckett for managing the project. Martin Piltch for input and feedback. Jesse Garant Metrology
Center for providing CT data and expertise. Jack Flynn for the hard work of managing the build.

IX.

References

1. Jesse Garant Metrology Center
1160 Walker Road
Windsor, ON, N8Y 2N7
Canada
2. T. Mukherjee, et al. Printability of alloys for additive manufacturing. Sci. Rep. 6, 19717; doi:
10.1038/srep19717 (2016).
3. Antonella Sola & Alireza Nouri. (2019). Microstructural porosity in additive manufacturing: The
formation and detection of pores in metal parts fabricated by powder bed fusion. Journal of
Advanced Manufacturing and Processing. 10.1002/amp2.10021.
4. Godfrey and Wing blog: What’s the Difference in Gas and Shrinkage Porosity?
Jan 12, 2018, Andy Marin, Godfrey & Wing, Inc., 220 Campus Dr, Aurora, OH 44202
https://www.godfreywing.com/blog/whats-the-difference-in-gas-and-shrinkage-porosity
5. Runqi Lin et al. Numerical study of keyhole dynamics and keyhole-induced porosity formation in
remote laser welding of Al alloys. International Journal of Heat and Mass Transfer; Volume 108, Part
A, May 2017, Pages 244-256
6. AD Brandão, R Gerard, J Gumpinger et al. Challenges in Additive Manufacturing of Space Parts:
Powder Feedstock Cross-Contamination and Its Impact on End Products. Materials (Basel).
2017;10(5):522. Published 2017 May 12. doi:10.3390/ma10050522
7. Scikit-learn: Machine Learning in Python, Pedregosa et al., JMLR 12, pp. 2825-2830, 2011
https://scikit-learn.org/stable/supervised_learning.html
8. Breiman, “Random Forests”, Machine Learning, 45(1), 5-32,2001
9. Ian J. Goodfellow, Jonathon Shlens, Christian Szegedy; “Explaining and Harnessing Adversarial
Examples” arXiv:1412.6572 [stat.ML]

